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ABSTRACT

The capacity of a neural network to absorb information is limited by its number
of parameters. In this work, we present a new kind of layer, the Sparsely-Gated
Mixture-of-Experts (MoE), which can be used to effectively increase model ca-
pacity with only a modest increase in computation. This layer consists of up
to tens of thousands of feed-forward sub-networks (experts) containing a total
of up to tens of billions of parameters. A trainable gating network determines
a sparse combination of these experts to use for each example. We apply the
MoE to the task of language modeling, where model capacity is critical for ab-
sorbing the vast quantities of world knowledge available in the training corpora.
We present new language model architectures where an MoE layer is inserted
between stacked LSTMs, resulting in models with orders of magnitude more pa-
rameters than would otherwise be feasible. On language modeling and machine
translation benchmarks, we achieve comparable or better results than state-of-the-
art at lower computational cost, including test perplexity of 29.9 on the 1 Billion
Word Language Modeling Benchmark and BLEU scores of 40.56 and 26.03 on
the WMT’14 En to Fr and En to De datasets respectively.

1 INTRODUCTION

The exponential growth in training data as well as the increasing size and complexity of neural
networks have been persistent trends in machine learning. It is evident that realizing the true po-
tential of larger datasets demands training models with larger numbers of parameters. This leads to
a quadratic blow-up in training costs, as both the model size and the number of training examples
increase. Unfortunately, the advances in computing power and distributed computation fall short of
meeting such demand. To this end, it is imperative to design new scalable techniques that enable
training ever larger models on ever larger datasets.

In this work we present a new technique that enables training extremely large models without in-
creasing computation. Our approach is to increase the number of parameters by introducing a new
type of neural network layer: a Sparsely-Gated Mixture-of-Experts (MoE). The MoE layer consists
of a number of experts, each being a neural network model, and a trainable gating network which
selects a sparse combination of the experts to process each input (see Figure 1). The sparse gating
allows us to make the layer extremely large (billions of parameters), while keeping computation per
example manageable (millions of FLOPs) and maintaining large enough batch sizes to allow for
efficient GPU matrix multiplication.

While the concept of a mixture of experts has existed for some time, e.g., (Jacobs et al., 1991),
our work advances prior art in several key aspects: We introduce the sparsity in the gating network
which allows us increase the number of parameters while keeping the computation constant. We
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Figure 1: A Mixture of Experts (MoE) layer embedded within a language model. In this case, the
sparse gating function selects two experts to perform computations. Their outputs are modulated by
the outputs of the gating network.

also pose MoEs as a general purpose neural network component which can be applied in a feed-
forward, recurrent or convolutional manner. In addition, we develop novel system design practices
that enable scaleable and parallel training of MoE layers with thousands of experts.

While the introduced technique is generic, in this paper we focus on language modeling tasks, which
are known to benefit from very large models. In particular, we apply a MoE convolutionally between
stacked LSTM layers in a language model as in Figure 1. The MoE is called once for each position
in the text, selecting a different combination of experts at each position. The different experts tend
to become highly specialized based on syntax and semantics.

We applied our approach to Language Modeling (LM) and Neural Machine Translation (NMT)
tasks. We trained models with up to 30 billion parameters, orders of magnitude larger than models
found in the literature. This allowed us to match and exceed best published results at a fraction of
the computational cost.

Language Modeling: We experimented on the 1 Billion Word Language Model Benchmark
(Chelba et al., 2013). On this dataset, we achieved a test perplexity of 29.9, improving on the
best published result for a single model (Jozefowicz et al., 2016) while using a fraction of the com-
putation.

Machine Translation: On the WMT’14 En to Fr dataset, we achieved a BLEU score of 40.56
which is the highest reported value on this dataset. On the WMT’14 En to De dataset, we achieved
the BLEU score of 26.03, also the highest value on this dataset. Both results were achieved while
using fewer machines and training the model for the same amount of time as (Wu et al., 2016). We
were also able to improve the state-of-the-art by 1.0 BLEU score on an internal translation dataset
that is 2 orders of magnitude larger than the WMT’14. This was done by training a model with 35
times more parameters than what is reported in (Wu et al., 2016) while speeding up training time by
a factor of 6× and using fewer machines. These results are particularly significant as our baseline is
highly optimized.

2 RELATED WORK

Exploiting scale in both the number of available training examples and the model sizes has been
central to the success of deep learning. It is repeatedly shown that increasing the size of neural
networks can give much better prediction accuracy in various domains e.g., text (Sutskever et al.,
2014; Bahdanau et al., 2014; Jozefowicz et al., 2016; Wu et al., 2016), image (Krizhevsky et al.,
2012; Le et al., 2012), and audio (Hinton et al., 2012; Amodei et al., 2015). Thus, new mechanisms
should be designed to enable scalable training of very large models on large datasets.
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Ever since its introduction more than two decades ago (Jacobs et al., 1991; Jordan & Jacobs, 1994),
the mixture-of-experts approach has been the subject of much research. Prior work has focused on
different aspects including using different types of expert models such as SVMs (Collobert et al.,
2002), Gaussian Processes (Tresp, 2001; Theis & Bethge, 2015; Deisenroth & Ng, 2015), Dirichlet
Processes (Shahbaba & Neal, 2009), or different expert configurations such as a hierarchical struc-
ture (Yao et al., 2009), and infinite number of experts (Rasmussen & Ghahramani, 2002). Eigen
et al. (2013) extends MoE to a deep model by stacking two layers of mixture of experts (with each
expert being a feed forward network) followed by a Softmax layer. The experts output are weighted
by a trainable gating network. Garmash & Monz (2016) suggests an ensemble model in the for-
mat of mixture of experts for machine translation. The gating network is trained on a pre-trained
ensemble NMT model.

The key difference between our work and prior research on MoE is that our work enables training
extremely large number of experts (e.g., thousands) and parameters (e.g., multiple billions). This
is possible by a trainable gating network that assigns the inputs to only a sparse number of experts.
We regard our MoE as a new type of neural network layer that can be used to increase the capacity
of any conventional deep learning model in a computationally tractable manner. Our experts and
the gate function are learnable feed forward networks. In our experiments, we create models with
tens of billions of parameters whose training time is comparable or even better than that of previous
state-of-the-art models that have only millions of parameters. We show that such dramatic increase
in parameter size effectively results in new state-of-the-art inference accuracy in language modeling
and translation tasks.

3 THE STRUCTURE OF THE MIXTURE-OF-EXPERTS LAYER

The Mixture-of-Experts (MoE) layer consists of a set of n “expert networks” E1, · · · , En, and a
“gating network” G whose output is a sparse n-dimensional vector. Figure 1 shows an overview
of the MoE module. The experts are feed-forward networks with similar architecture and different
parameters.

Let us denote by G(x) and Ei(x) the output of the gating network and the output of the i-th expert
network for a given input x. The output y of the MoE unit can be written as follows:

y =

n∑
i=1

G(x)iEi(x) (1)

We save computation based on the sparsity of the output of G(x). Wherever G(x)i = 0, we need not
compute Ei(x). In our experiments, we have up to thousands of experts, but only need to evaluate a
handful of them for every example.

3.1 GATING NETWORK

Softmax Gating: A simple choice of non-sparse gating function (Jordan & Jacobs, 1994) is to
multiply the input by a trainable weight matrix Wg and then apply the Softmax function.

Gσ(x) = Softmax(x ·Wg) (2)

Sparse Gating: To obtain a sparse gating vector, we multiply Gσ(x) component-wise with a
sparse mask M(Gσ(x)) and normalize the output. The mask itself is a function of Gσ(x) and
specifies which experts are assigned to each input example:

G(x)i =
Gσ(x)iM(Gσ(x))i∑n
j=1 Gσ(x)jM(Gσ(x))j

(3)
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Top-K Mask: One choice of mask is to keep only the top k experts per example, for some small
constant k such as 2. In the equation above, we let M(v) = TopK(v, k), where:

TopK(v, k)i =

{
1 if vi is in the top k elements of v.
0 otherwise.

(4)

Other Mask Functions: One can imagine experimenting with other choices of randomized and
deterministic mask functions. In our experiments we use a batchwise mask function that enforces
strictly balanced load between experts. We discuss this alternative mask in Appendix A.

3.2 ENSURING EXPERT UTILIZATION

We have observed that the gating network tends to converge to a state where it always produces large
weights for same few experts. This imbalance is self-reinforcing, as the favored experts are trained
more rapidly and thus are selected even more by the gating network. We address this problem by
imposing an additional training loss to encourage the experts to be used equally across each training
batch. For each batch X of inputs, we compute the `2 loss on the difference between the average
output of the gating netwrok across the batch and the uniform distribution:

Lbalance(X) =
1

2

n∑
i=1

(∑
x∈X G(x)i

|X|
− 1

n

)2
(5)

3.3 HIERACHICAL MIXTURE OF EXPERTS

If the number of experts is very large, we can reduce the branching factor by using a two-level hierar-
chical MoE. In a hierarchical MoE a primary gating network chooses a sparse weighted combination
of “experts”, each of which is itself a secondary mixture-of-experts with its own gating network. We
have not found the need for deeper hierarchies.

4 ADDRESSING MOE SYSTEM PERFORMANCE ISSUES

A major challenge that arises from a naive MoE implementation is the shrinking batch problem. If
the gating network chooses k out of n experts for each example, then for a batch of b examples,
each expert receives a much smaller batch of approximately kb

n � b examples. The shrinking batch
problem causes computational inefficiency as processors tend to benefit from the increased ratio
between the number of arithmetic operations and memory accesses which happens when large batch
sizes are used. Our solutions to the shrinking batch problem involve finding ways to increase the
original batch size, which we discuss in the following.

Combination Across Time Steps: In our language models, we apply the MoE to each time step
of the previous layer. If we wait for the previous layer to finish, we can apply the MoE to all the
time steps together as one big batch, as shown in Figure 2. Doing so increases the size of the input
batch to the MoE layer by a factor of the number of time steps, which we denote by ns.1

Combination Across Batches: In addition to combination across time steps, we employ a second
technique which combines examples from different training batches, as shown in Figure 2-Right. In
a conventional distributed training setting, multiple copies of the model on different devices process
distinct batches of data, and parameter updates are performed asynchronously by a parameter server.
In our technique, these different batches run synchronously. We distribute the standard layers of the
model and the gating network according to the conventional data-parallel schemes but only keep one
shared copy of each expert. Each expert in the MoE layer receives a combined batch consisting of
the relevant examples from all of the data-parallel input batches. If the model is distributed over np

1We could not use this trick if we were applying the MoE recurrently between time steps, which might be a
direction of future work.
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Figure 2: Left: Concatenate outputs of many time steps to form bigger expert batches. Right:
Concatenate many minibatches from distributed data parallel models to form expert batches.

devices, and each device receives a batch of size b, each expert receives a batch of approximately
k·b·ns·np

n examples. Thus, we achieve a factor of np× improvement in expert batch size.

In the case of a hierarchical MoE (Section 3.3), the primary gating network employs data parallelism,
secondary MoEs employ model parallelism, each one residing on its own device.

5 EXPERIMENTS

In the following, we present our experimental results on scaling up neural language model parameter
sizes. We will show how these large models improve baselines in language modeling and neural
machine translation.

For language modeling, we tested our method on the 1 Billion Word Language Model Benchmark
(Chelba et al., 2013). We improved on best published result for a single word-level model (Joze-
fowicz et al., 2016), using a fraction of the computation.

Table 1: Summary of our results against state-of-the-art. For more details see Section 5.1
Test #Parameters Computation per Word Training Time

Perplexity excluding i/o layers excluding i/o layers
Ours 29.9 34431 million 58 million 15 hours on 128 k40s
Best Published Results 30.6 151 million 151 million 3 weeks on 32 k40s

For machine translation, we experimented with the WMT’14 En→Fr and En→De corpora, which
have 36M sentence pairs and 5M sentence pairs, respectively. On these translation datasets, we
compared our method against recently published Neural Machine Translation baselines in (Luong
et al., 2015a; Zhou et al., 2016; Wu et al., 2016). We also experimented the performance of MoEs
on Google’s internal translation data for English to French language pair, which is two orders of
magnitudes larger than the WMT corpora (Wu et al., 2016). A summary of our BLEU score results,
computation, and model parameter sizes against state-of-the-art is shown in Table 2. All our results
are based on a single model. We achieved our results by significantly increasing the model parameter
sizes while incurring far less computation per word.

Table 2: Summary of our results against state-of-the-art. For more details, see Tables 4, 5, and 7.
WMT WMT Production Total Computation

En→Fr En→De En→Fr #Parameters per Word
Ours 40.56 26.03 36.57 8690 million 100 million
Best Published Results 39.92 24.91 35.56 250 million 215 million

5.1 1 BILLION WORD LANGUAGE MODEL BENCHMARK

Dataset: We experimented with our method on the 1 Billion Word Language Model Benchmark,
introduced by (Chelba et al., 2013). The dataset contains approximately 829 million words with a
vocabulary of 793,471 words, including sentence boundary markers. All the sentences are shuffled
and the duplicates are removed. The words that are out of vocabulary are replaced by a special UNK
token, which constitutes 0.3% of the dataset. The test data consists of 159,658 examples.
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5.1.1 SMALL MODELS

We investigated the effect of varying the number of experts while maintaining a very low compu-
tational budget: about 6 million multiply-and-adds per word excluding the output layer, or about
4% of the per-word computation used in the state-of-the art models described in (Jozefowicz et al.,
2016).

Model Architecture: Our models consist of 2 recurrent Long Short-Term Memory (LSTM)
(Hochreiter & Schmidhuber, 1997; Gers et al., 2000) layers, with a MoE layer between them. We
added residual connections between layers to encourage gradient flow (He et al., 2015). The LSTM
layers each contain 512 cells, and the experts in the MoE are each simple 512x512 matrices with no
non-linearity. We varied the number of experts between models, using ordinary MoE layers with 8,
64 and 512 experts and hierarchical MoE layers with 512, 4096 and 32768 experts. For the hierar-
chical MoE layers, the first level branching factor was 32. We used the Batchwise Mask described
in Appendix A. The average number of experts used per word was k = 8. For the hierarchical MoE
models, we used k = 2 in the primary gating network and k = 4 in the secondary gating networks.
As a computation-matched baseline, we also trained a model where the MoE layer was replaced
with a third LSTM.

Training: The models were trained on a cluster of 32 K40 GPUs using the synchronous method
described in Section 4. Each batch consisted of a set of sentences totaling roughly 220,000 words.
We trained for 50,000 steps, or about 14 epochs. The step times on the order of 1 second, so training
took less than a day. We used the Adam optimizer (Kingma & Ba, 2015). The learning rate was
increased linearly for the first 200 training steps, held constant for the next 200 steps, and decreased
after that so as to be proportional to the inverse square root of the step number. The Softmax output
layer was trained efficiently using importance sampling similarly to the models in (Jozefowicz et al.,
2016). We used a dropout rate of 0.2 between all layers during training.

Results: We evaluated our model using perplexity on the holdout dataset, used by (Chelba et al.,
2013; Jozefowicz et al., 2016). We follow the standard procedure and sum over all the words in-
cluding the end of sentence symbol. We report the best measured test perplexity in Table 3. For
each model, we report the test perplexity, the number of parameters, and the amount of computation
(measured by the number of multiply-and-adds per word in the forward pass excluding the output
layer). Test perplexity continued to improve through training step 50,000 on all models except for
the largest one (32768 experts), which began to degrade after step 32,000 due to over-fitting. For
that model, we report the best test perpleixty. The 8-expert model achieved test perplexity of 50.2,
similar to the computation-matched baseline model. Test perplexity improved as much as 26% as the
number of experts increased, down to 36.8 with 32768 experts. There was no noticeable difference
between the hierarchical and flat MoEs at 512 experts.

Table 3: Perplexity comparison of our method against previous state-of-art models on 1 Billion
Word Language Model Benchmark.

Model Test Computation per Word #Parameters Total
Perplexity excluding i/o layers excluding i/o layers #Parameters

(millions) (millions) (billions)
LSTM-1024-512 (Jozefowicz et al., 2016) 48.2 4.7 4.7 .8
LSTM-2048-512 (ibid.) 43.7 9.4 9.4 0.8
LSTM-8192-2048 (ibid.) 32.2 151 151 3.3
2 x LSTM-8192-1024 (ibid.) 30.6 151 151 1.8
2 x LSTM-8192-1024 + CNN inputs (ibid.) 30.0 151 151 1.0
3 x LSTM-512 50.5 6.3 6.3 0.8
2 x LSTM-512, 8 Experts 50.2 6.3 6.3 0.8
2 x LSTM-512, 64 Experts 48.4 6.3 21.0 0.8
2 x LSTM-512, 512 Experts (flat MoE) 41.9 6.6 138.7 1.0
2 x LSTM-512, 512 Experts (hierarchical MoE) 41.3 6.3 138.7 1.0
2 x LSTM-512, 4096 Experts 37.5 6.4 1080.0 1.9
2 x LSTM-512, 32768 Experts 36.8 7.4 8610.9 9.4
3 x LSTM-2048-1024 35.1 56.6 56.6 1.7
2 x LSTM-2048-1024, 32768 Experts 29.9 55.7 34431.1 36.1
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5.1.2 BIG MODEL

We ran one additional model with larger LSTMs (2048 units, with a 1024-dimensional projection),
and a larger hierarchical MoE, consisting of 32768 experts in a 128x256 hierarchy. Each expert
consisted of a 1024x1024 weight matrix. We used k = 3 for the primary gating network and k = 6
for the secondary gating networks, so on average 18 experts were used per word. We trained the
model synchronously on a cluster of 128 k40 GPUs. Each training batch consisted of sentences
totaling about 900,000 words. Step times were about 4 seconds. A dropout rate of 0.3 was applied
between layers during training. The model was trained for a total of 13300 steps 2, during which
time test perplexity continued to improve. The final test perplexity was 29.9, better than the best
single word-level model reported in the literature (Jozefowicz et al., 2016). Our model was also
much faster to train (15 hours on 128 k40s vs. 3 weeks on 32 k40s). This is in large part due to the
fact that the published model needs to employ much larger LSTMs to achieve the same quality as
the MoE model, incurring roughly 2.5 times as much computation per training example. As with
the small models, we also trained a computation-matched baseline model with 3 LSTMs according
to a similar regimen. The results are reported at the bottom of Table 3.

5.2 MACHINE TRANSLATION ON WMT’14 EN→ FR AND EN→ DE

Dataset: We benchmarked our method on the WMT’14 En→Fr and En→De corpora, where the
training sets have 36M sentence pairs and 5M sentence pairs, respectively. The experimental pro-
tocols were also similar to those in (Wu et al., 2016): newstest2014 was used as the test set to
compare against previous work (Luong et al., 2015a; Zhou et al., 2016; Wu et al., 2016), while the
combination of newstest2012 and newstest2013 was used as the development set.

Model Architecture: Our model was a modified version of the GNMT model described in (Wu
et al., 2016). To reduce computation, we decreased the number of LSTM layers in the encoder and
decoder from 9 and 8 to 3 and 2 respectively. We inserted MoE layers in both the encoder (between
layers 2 and 3) and the decoder (between layers 1 and 2). We used an attention mechanism between
the encoder and decoder, with the first decoder LSTM receiving output from and providing input for
the attention. 3 All of the layers in our model have input and output dimensionality of 512. Our
LSTM layers have 2048 hidden units, with a 512-dimensional output projection. We added residual
connections around all LSTM and MoE layers to encourage gradient flow (He et al., 2015). Similar
to GNMT, to effectively deal with rare words, we used sub-word units (also known as “wordpieces”)
(Schuster & Nakajima, 2012) for inputs and outputs in our system. We used a model with a shared
source and target vocabulary of 32K wordpieces. We also used the same beam search technique as
proposed in (Wu et al., 2016).

Each MoE layer in our model is composed of up to 2048 experts. Each expert in the MoE layer is
a feed forward network with one hidden layer of size 2048 and ReLU activation. Thus, each expert
contains [512 ∗ 2048] + [2048 ∗ 512] = 2M parameters. The output of the MoE layer is passed
through a sigmoid function.

Training: We trained our networks using the Adam optimizer and tuned the learning rate as de-
scribed in previous section. Similarly to (Wu et al., 2016), we used dropout (Zaremba et al., 2014)
between all layers during training. Our dropout rate was 0.4. We used longer periods of increas-
ing and constant learning rate at the beginning of training (2000 steps and 8000 steps respectively).
Training was done synchronously on a cluster of up to 64 GPUs as described in section 4.

Metrics: We evaluated our models using the perplexity and the standard BLEU score metric. We
reported tokenized BLEU score as computed by the multi-bleu.pl script, downloaded from the public
implementation of Moses (on Github), which was also used in (Luong et al., 2015a).

Results: We first report the performance of our method as we increase the number of experts in
our model. This set of results is shown in Figure 3. Each step approximately processes 200k words.

2We stopped training at the conference submission deadline.
3For performance reasons, we used a slightly different attention function from the one described in (Wu

et al., 2016) - See appendix B
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As can be seen from the Figure, as we increased the number of experts to approach 2048, the test
perplexity of our model continued to improve. This supports the argument of using MoE for training
large neural translation models.
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Figure 3: Perplexity on WMT’14n En→ Fr data. All models are identical except for the number
of experts in MoE. In all the models except for the one with no experts, the gating network selects
exactly 4 experts to process each example.

The results of our method on En→Fr with 2048 experts and other baselines are shown in Table 4.
As can be seen from the table, our approach achieved a BLEU score of 40.56. Since our method did
not use RL refinement, this result provides a significant gain of 1.34 BLEU score on top of a strong
baseline (Wu et al., 2016). The perplexity is also much better given the same size of vocabulary as
described in (Wu et al., 2016). Note that our best model (i.e., MoE with 2048 experts) reached to
the reported BLEU and perplexities much faster than the baseline while using fewer GPUs.

Table 4: Perplexity and BLEU comparison of our method against previous state-of-art methods on
the WMT’14 En→ Fr (newstest2014).

Model Test Test Computation Total Training
Perplexity BLEU per Word #Parameters Time

MoE with 2048 Experts 2.69 40.35 100.8M 8.690B 3 days/64 k40s
MoE with 2048 Experts 2.63 40.56 100.8M 8.690B 6 days/64 k40s
GNMT (Wu et al., 2016) 2.79 39.22 214.2M 246.9M 6 days/96 k80s
GNMT+RL (Wu et al., 2016) 2.96 39.92 214.2M 246.9M 6 days/96 k80s
PBMT (Durrani et al., 2014) 37.0
LSTM (6-layer) (Luong et al., 2015b) 31.5
LSTM (6-layer+PosUnk) (Luong et al., 2015b) 33.1
DeepAtt (Zhou et al., 2016) 37.7
DeepAtt+PosUnk (Zhou et al., 2016) 39.2

Table 5: Perplexity and BLEU comparison of our method against previous state-of-art methods on
the WMT’14 En→ De (newstest2014).

Model Test Test Computation Total Training
Perplexity BLEU per Word #Parameters Time

MoE with 2048 Experts 4.64 26.03 100.8M 8.690B 1 day/64 k40s
GNMT (Wu et al., 2016) 5.25 24.91 214.2M 246.9M 1 day/96 k80s
GNMT +RL (Wu et al., 2016) 8.08 24.66 214.2M 246.9M 1 day/96 k80s
PBMT (Durrani et al., 2014) 20.7
DeepAtt (Zhou et al., 2016) 20.6

The results of our method on En→De with 2048 experts and other baselines are shown in Table 5.
As can be seen from the table, our method achieved a BLEU score of 26.03 which is 1.12 better
than the best model in (Wu et al., 2016). The perplexity was also much better given the same size of
vocabulary as described in (Wu et al., 2016).

We found that the experts indeed become highly specialized by syntax and/or semantics, as can be
seen in Table 6. For example, one expert is used when the indefinite article “a” introduces the direct
object in a verb phrase indicating importance or leadership.
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Table 6: Contexts corresponding to a few of the 2048 experts in the MoE layer in the encoder portion
of the WMT’14 En→ Fr translation model. For each expert i, we sort the inputs in a training batch
in decreasing order of G(x)i, and show the words surrounding the corresponding positions in the
input sentences.

Expert 381 Expert 752 Expert 2004
... with researchers , ... ... plays a core ... ... with rapidly growing ...

... to innovation . ... plays a critical ... ... under static conditions ...
... tics researchers . ... provides a legislative ... ... to swift ly ...

... the generation of ... ... play a leading ... ... to dras tically ...
... technology innovations is ... ... assume a leadership ... ... the rapid and ...

... technological innovations , ... ... plays a central ... ... the fast est ...
... support innovation throughout ... ... taken a leading ... ... the Quick Method ...

... role innovation will ... ... established a reconciliation ... ... rec urrent ) ...
... research scienti st ... ... played a vital ... ... provides quick access ...

... promoting innovation where ... ... have a central ... ... of volatile organic ...
... ... ...

5.3 MACHINE TRANSLATION ON PRODUCTION EN→FR DATA

Dataset, Model Architecture, and Training: We also tested our method on our production En-
glish to French data, which is 2 orders of magnitude larger than the WMT’14 corpus. We used the
exact same model architecture and training procedure as described in previous section.

Results: Figure 4 demonstrates the significance of increasing the number of parameters in the
model in order to improve learning. It shows the improvement in perplexity on Google Production
En→ Fr data on models with different number of experts, from a baseline of 0 expert to a MoE model
of 2048 experts. If applicable, in all the models exactly 4 experts were used for processing each
example. Each step approximately processes 200k words. As we increased the number of experts,
from a baseline of 0 expert to the ones with 2048 experts the perplexity constantly improved. The
improvement was achieved while the amount of computation per word was constant across all the
models with non-zero experts.
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Figure 4: Perplexity on Google Production En→ Fr data. All models are identical except for the
number of experts in MoE. In all the models except for the one with no experts, the gating network
selects exactly 4 experts to process each example.

Table 7: Perplexity and BLEU comparison of our method against previous state-of-art methods on
the Google Production En→ Fr dataset.

Model Eval Eval Test Test Computation Total Training
Perplexity BLEU Perplexity BLEU per Word #Parameters Time

MoE with 2048 Experts 2.60 37.27 2.69 36.57 100.8M 8.690B 1 day/64 k40s
GNMT (Wu et al., 2016) 2.78 35.80 2.87 35.56 214.2M 246.9M 6 days/96 k80s

In Table 7, we report the comparison between our 2048-expert model and the strong and highly
optimized baseline models in (Wu et al., 2016). Our model achieved 1.01 higher BLEU score on
test data while speeding up computation by a factor of 6× using fewer machines.
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6 CONCLUSION

This work introduces Mixture-of-Experts (MoE) as a new type of layer in neural networks. The pro-
posed approach trains an outrageously large network that contains thousands of experts and billions
of parameters. We propose a sparse gating approach that enables training such a large network. We
describe technical details on our data- and model- parallel system that is integral to MoE layer’s
efficiency and scalability. On the 1 Billion Word Language Modeling Benchmark and WMT’14
translation benchmarks, our approachs quality surpasses all currently published results. We also
show that our approach can be applied to datasets with orders of magnitude more data, to deliver
high quality language modeling and translation results. We find that increasing the model capacity
well beyond the conventional approaches can lead to significant improvements on learning quality
while incurring comparable or faster training time to the baseline models.
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APPENDICES

A STRICTLY BALANCED EXPERT UTILIZATION

For performance purposes, we would like the different experts (which reside on different devices) to
each receive the same number of examples from each training batch. To this end, we introduce an
alternative mask function, Mbatchwise(X,m), which operates over batches of input vectors. Instead
of keeping the top k values per example, we keep the top m values per expert across the training
batch. We generally choose m = k|X|

n for some small value k, so that each example is sent to an
average of k experts.

Mbatchwise(X,m)j,i =

{
1 if Xj,i is in the top m values for to expert i
0 otherwise

(6)

As our experiments suggest and also observed in (Ioffe & Szegedy, 2015), using a batchwise func-
tion during training (such as Mbatchwise) requires modifications to the inference when we may not
have a large batch of examples. Our solution to this is to train a vector T of per-expert threshold
values to approximate the effects of the batchwise mask. We use the following mask at inference
time:

Mthreshold(x, T )i =

{
1 if xi > Ti
0 otherwise

(7)

To learn the threshold values, we apply an additional loss at training time which is minimized when
the batchwise mask and the threshold mask are identical.

Lbatchwise(X,T,m) =

|X|∑
j=1

n∑
i=1

(Mthreshold(x, T )i −Mbatchwise(X,m)j,i)(Xj,i − Ti) (8)

B ATTENTION FUNCTION

The attention mechanism described in GNMT (Wu et al., 2016) involves a learned “Attention Func-
tion” A(xi, yj) which takes a “source vector” xi and a “target vector” yj , and must be computed for
every source time step i and target time step j. In GNMT, the attention function is implemented as
a feed forward neural network with a hidden layer of size n. It can be expressed as:

AGNMT (xi, yj) =

n∑
d=1

Vdtanh((xiU)d + (yjW )d) (9)

Where U and W are trainable weight matrices and V is a trainable weight vector.

For performance reasons, in our models, we used a slightly different attention function:

A(xi, yj) =

n∑
d=1

Vdtanh((xiU)d)tanh((yjW )d) (10)

With our attention function, we can simultaneously compute the attention function on multiple
source time steps and multiple target time steps using optimized matrix multiplications. We found
little difference in quality between the two functions.
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