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Why transformer?

• Fewer assumptions

• Split into patches, more robust(intuitively)

• Very popular in other multimodal fields

1. Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

2. Face Transformer for Recognition (Arxiv 2021)
*  Beijing University of Posts and Telecommunications

3. ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

4. Attention Bottlenecks for Multimodal Fusion (NeurIPS 2021)
*  Google Research



Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

• Motivation
• Multimodal data collected from the real world are often imperfect due to missing modalities. Whether 

Transformer models are naturally robust against missing-modal data has rarely been investigated.

• The optimal fusion strategy is dataset dependent even for the same Transformer model.

• Datasets



Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

• Methods
• Multi-task learning

• The key idea is to leverage the masking mechanism to “generate” the modal-incomplete data during 
training and jointly optimize the Transformer model with modal-complete and modal-incomplete data 
via multi-task optimization. 



Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

• Methods
• Optimal fusion strategy

• The goal is to automatically search for the optimal fusion strategy on different datasets.



Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

• Experiments
• Performance on the missing Test Set



Are Multimodal Transformers Robust to Missing Modality? (CVPR 2022)
* University of Delaware    Snap Inc.    Google Research

• Experiments
• Ablation Study



Face Transformer for Recognition (Arxiv 2021)
*  Beijing University of Posts and Telecommunications

• Motivation
• if transformer can be used in face recognition and whether it is better than CNNs

• Datasets
• Train

• CASIA-WebFace

• MS-Celeb-1M

• Evaluation
• LFW

• SLLFW(Similar-looking LFW)

• CALFW(Cross-age LFW)

• CPLFW(Cross-pose LFW)

• TALFW(Towards transferable adversarial attack)

• CFPFP(Frontal to profile face verification in the wild)

• AgeDB-30(the first manually collected, in-the-wild age database)

• IJB-C



Face Transformer for Recognition (Arxiv 2021)
*  Beijing University of Posts and Telecommunications

• Method
• Considering the original Transformer may neglect the interpatch information, we modify 

the patch generation process and make the tokens with sliding patches which overlaps 
with each others.



Face Transformer for Recognition (Arxiv)
*  Beijing University of Posts and Telecommunications

• Experiments

• Face Transformer models trained on CASIA-WebFace database performs much worse than 
ResNet-100

• the overlapping patches can help in some degree

• Transformer models obtain a little higher accuracy on TALFW database, which is a 
database with transferable adversarial noise



Face Transformer for Recognition (Arxiv)
*  Beijing University of Posts and Telecommunications

• Experiments

• the performance of Face Transformer models decreases more compared with ResNet-100, 
which indicates Face Transformer models behave no better than CNNs in occlusion 
robustness.



ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

• Motivation
• Current approaches to VLP heavily rely on image feature extraction processes, most of which involve region 

supervision (e.g., object detection) and the convolutional architecture (e.g., ResNet).

• (1) efficiency/speed, that simply extracting input features requires much more computation than the 
multimodal interaction steps;

• (2) expressive power, as it is upper bounded to the expressive power of the visual embedder and its 
predefined visual vocabulary.



ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

• Datasets

• Methods



ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

• Methods
• Pre-training Objectives

• Image Text Matching

• Masked Language Modeling

• Whole Word Masking

• Image Augmentation
• use all the original policies except two: color inversion, because texts often contain color information as well, 

and cutout, as it may clear out small but important objects dispersed throughout the whole image.

• Experiments
• Datasets and task

• VQAv2
• The VQAv2 task asks for answers given pairs of an image and a question in natural language. The annotated 

answers are originally in free-form natural language, but it is a common practice to convert the task to a 
classification task with 3,129 answer classes.

• NLVR2
• The NLVR2 task is a binary classification task given triplets of two images and a question in natural language.



ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

• Experiments



ViLT: Vision-and-Language Transformer Without Convolution or Region Supervision (ICML 2021)
*  NAVER AI Lab    KAKAO Enterprise    Kakao Brain

• Experiments



Attention Bottlenecks for Multimodal Fusion (NeurIPS 2021)
*  Google Research

• Motivation
• Humans perceive the world by concurrently processing and fusing high-dimensional inputs from multiple modalities 

such as vision and audio. Machine perception models, in stark contrast, are typically modality-specific and optimized for 
unimodal benchmarks, and hence late-stage fusion of final representations or predictions from each modality (‘late-
fusion’) is still a dominant paradigm for multimodal video classification.

• full pairwise attention at all layers of the model is not necessary because audio and visual inputs contain dense, fine-
grained information, much of which is redundant.

• Our second idea (and main contribution), is to restrict cross-modal attention flow between tokens within a layer. We do 
this by allowing free attention flow within a modality, but force our model to collate and ‘condense’ information from 
each modality before sharing it with the other.



Attention Bottlenecks for Multimodal Fusion (NeurIPS 2021)
*  Google Research

• Method

• Fusion via vanilla self-attention

• Fusion with modality-specific parameters

• Fusion via attention bottlenecks



Attention Bottlenecks for Multimodal Fusion (NeurIPS 2021)
*  Google Research

• Method
• Where to fuse: early, mid and late

• Experiments
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• Experiments
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• Experiments


